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Abstract

Nighttime image dehazing is a challenging restoration
problem due to severe haze, glow, non-uniform illumination,
and strong localized light sources. While recent restora-
tion networks provide strong low-level reconstruction ca-
pability, they often lack explicit high-level semantic guid-
ance, which is important for preserving scene structure un-
der heavy nighttime degradation. In this work, we inves-
tigate how semantic priors from a pretrained vision foun-
dation model can be effectively incorporated into a night-
time dehazing pipeline. To this end, we propose a semantic-
guided dual-branch framework that combines a frozen DI-
NOv3 semantic encoder with a NAFNet-based restoration
encoder. Our core idea is to explicitly bridge the represen-
tational gap between semantically rich foundation features
and reconstruction-oriented restoration features, enabling
high-level priors to be effectively integrated into a low-level
restoration backbone. In addition, we employ lightweight
feature adaptation, semantic alignment, and a light-aware
synthetic nighttime haze dataset to improve robustness un-
der the limited training setting. Experimental results on the
NTIRE 2026 Nighttime Image Dehazing Challenge bench-
mark show that the proposed method achieves strong and
well-balanced performance for nighttime image dehazing.

1. Introduction

Nighttime image dehazing is a challenging low-level vi-
sion task that seeks to recover clean scene content from
images degraded by haze under complex nighttime illumi-
nation [1, 22]. Compared with daytime dehazing [11, 12,
18, 20], nighttime restoration is significantly more diffi-
cult due to the coexistence of scattering effects, glow arti-
facts, severe contrast degradation, and strong localized light
sources [6, 10]. These factors not only corrupt low-level im-
age statistics but also obscure structural cues that are impor-
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Figure 1. Motivation for semantic feature adaptation under
nighttime haze. Even under severe haze, the pretrained DINO fea-
ture space still preserves coarse scene structure and object-level
cues. However, the feature extracted from the hazy image is not
fully aligned with the clean-image feature. After passing through
the proposed adapter, the feature becomes more consistent with the
clean semantic representation, motivating our feature-level adap-
tation and Siamese semantic alignment design. For visualization,
intermediate token features are projected to RGB using the top
three PCA components.

tant for faithful scene recovery, making nighttime dehazing
challenging.

Recent image restoration networks have achieved strong
performance by improving local reconstruction capabil-
ity through convolutional or transformer-based architec-
tures [4, 13, 21]. However, most existing pipelines remain
primarily low-level in nature: they focus on pixel-level
restoration and local feature processing, while only implic-
itly modeling high-level semantics. Such designs are ef-
fective when degradation can be addressed largely through
local reconstruction, but may be insufficient for nighttime
dehazing, where severe haze distorts not only textures and
contrast but also semantically meaningful structure.

Meanwhile, large-scale pretrained vision foundation
models provide rich and transferable semantic representa-



tions across visual tasks. Recent restoration works have also
suggested that such pretrained semantic priors can be use-
ful for low-level vision tasks [14, 24]. In particular, DI-
NOv3 [16] produces strong dense visual features that cap-
ture scene structure across multiple representation depths,
suggesting that high-level semantic priors from a frozen
foundation model could help preserve scene structure under
severe nighttime degradation. To better examine this pos-
sibility, we visualize intermediate DINO features for clean
and hazy nighttime images. As illustrated in Fig. 1, even
under severe haze, the pretrained representation still pre-
serves coarse object layout and scene structure, indicating
that useful information behind the haze remains encoded in
the frozen DINOv3 feature space.

This observation suggests that strong pretrained features
can provide meaningful semantic priors even for degraded
nighttime inputs. However, directly injecting such features
into a low-level restoration network is non-trivial. The se-
mantic features from a pretrained transformer are globally
structured and representation-oriented, whereas restoration
features are reconstruction-oriented and strongly tied to spa-
tial detail. As a result, naive fusion is unlikely to fully ex-
ploit the potential of pretrained semantic priors.

In this paper, we address this issue by asking a simple
but important question: how can high-level semantic priors
be made compatible with a low-level restoration pipeline
for nighttime dehazing? To answer this, we propose a dual-
branch framework that combines a frozen DINOv3 seman-
tic encoder with a NAFNet [4]-based restoration encoder.
Our core idea is not merely to append DINOv3 features to a
restoration backbone, but to explicitly bridge the represen-
tational gap between semantic and restoration features.

Specifically, we introduce lightweight residual bottle-
neck adapters on selected intermediate DINOv3 token fea-
tures, allowing haze-corrupted nighttime inputs to be cor-
rected at the feature level without altering the frozen pre-
trained backbone. We then design a semantic-to-restoration
bridge that converts the adapted DINOvV3 features into a
restoration-compatible representation for fusion with the
restoration backbone. To further regularize the semantic
branch, we employ a Siamese alignment loss between hazy
adapted features and clean-image features extracted from
the same frozen DINOv3 backbone. This encourages de-
graded semantic features to remain aligned with the clean
semantic space during restoration.

Based on this design, our framework converts high-
level semantic priors into a restoration-compatible bottle-
neck representation that can be effectively processed by
standard low-level restoration components. This seman-
tically enriched bottleneck feature is further refined by
Restormer [21]-based blocks and progressively decoded by
a NAFNet decoder, allowing the network to benefit from
both semantic guidance and restoration-oriented recon-
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struction. In this way, our method preserves the strengths
of established low-level vision pipelines while enhancing
them with semantically informed representations. To fur-
ther improve generalization under the limited training set,
we additionally construct a light-aware synthetic nighttime
haze dataset that explicitly models localized light sources
and depth-dependent scattering.

Our main contributions are summarized as follows:

We propose a dual-branch nighttime dehazing framework
that incorporates frozen DINOv3 semantic priors into a
low-level restoration backbone.

We introduce lightweight residual bottleneck adapters
and a Siamese semantic alignment loss to preserve the
pretrained semantic structure while adapting frozen DI-
NOv3 features to haze-corrupted nighttime inputs.

We design a semantic-to-restoration bridge that converts
semantically rich DINOv3 features into a restoration-
compatible bottleneck representation.

2. Related Work
2.1. Nighttime Dehazing

Dehazing has been extensively studied in the daytime set-
ting. Early deep learning methods, such as AOD-Net [11],
formulated dehazing as an end-to-end image restoration
problem, while later approaches improved reconstruction
quality using multi-scale designs, attention mechanisms,
contrastive learning, and frequency-aware modeling [12,
18, 20]. These methods have significantly advanced daytime
dehazing, where degradations are often modeled primarily
by atmospheric scattering and contrast attenuation.
Nighttime dehazing is considerably more challenging.
In addition to haze scattering, nighttime scenes often con-
tain strong localized light sources, glow artifacts, non-
uniform illumination, and severe contrast degradation, mak-
ing restoration much harder than in the daytime setting [6,
10, 22]. Recent nighttime dehazing methods have there-
fore introduced more specialized architectures and train-
ing strategies to handle these effects [6, 13]. Nevertheless,
most methods remain largely low-level in nature, focusing
on pixel reconstruction and local feature processing. While
effective for recovering visibility, they often lack explicit
mechanisms for leveraging semantic priors that may help
preserve structure under severe nighttime degradation.

2.2. Semantic-guided Image Restoration

To improve restoration beyond purely low-level reconstruc-
tion, recent works have explored incorporating high-level
representations into image restoration pipelines. One line
of research leverages pretrained vision foundation models
as auxiliary guidance. For example, DA-CLIP [14] intro-
duces a degradation-aware controller to adapt CLIP features
for multi-task image restoration, while Perceive-IR [24] em-
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Figure 2. Overview of the proposed nighttime dehazing framework. The hazy input is processed by a frozen DINOv3[16] semantic
encoder and a NAFNet[4] restoration encoder in parallel. Multi-scale semantic features are extracted from selected transformer layers and
refined using lightweight residual bottleneck adapters. These features are transformed into a restoration-compatible representation through
the proposed semantic-to-restoration bridge, which consists of multi-layer feature fusion, CLS-based global prior modulation, and adaptive
gating fusion with the NAFNet encoder. The fused latent representation is further refined by Restormer [21]-based refinement and decoded
by a NAFNet decoder. During inference, additional robustness is achieved via Test-time Local Converter [5] and test-time augmentation.

ploys semantic guidance from pretrained large-scale vision
models to improve all-in-one restoration. These works sug-
gest that semantic priors can benefit low-level restoration.

However, they are mainly developed for general or multi-
task restoration settings, and typically use semantic features
as auxiliary guidance. In contrast, our method explicitly
addresses the representational gap between semantically
structured foundation features and reconstruction-oriented
restoration features for nighttime dehazing. To this end, we
design a semantic-to-restoration bridge and further employ
lightweight feature adaptation and Siamese semantic align-
ment to preserve pretrained semantic structure under haze-
corrupted nighttime inputs.

3. Proposed Method

Our goal is not merely to use DINOv3[16] features for
nighttime dehazing, but to make high-level semantic pri-
ors compatible with a low-level restoration pipeline. As
shown in Fig. 2, we propose a dual-branch architecture
composed of a frozen DINOv3 semantic encoder and a
NAFNet[4] restoration encoder. The key component of our
framework is a semantic-to-restoration bridge that trans-
forms semantically rich but restoration-misaligned DINOv3
features into a representation that can be effectively fused
with reconstruction-oriented bottleneck features. In addi-
tion, we impose a Siamese semantic alignment loss so that
haze-corrupted semantic features remain close to clean-
image representations in the frozen DINOv3 feature space.

3.1. Frozen DINOv3 Semantic Encoder

We use a frozen DINOv3 backbone [16] to provide high-
level semantic priors. Instead of fine-tuning the backbone,
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we extract intermediate token features from four tap layers,
namely layers 5, 11, 17, and 23, and apply lightweight resid-
ual bottleneck adapters only to these tapped features. This
design preserves the pretrained semantic representation
while enabling feature-level correction for haze-corrupted
nighttime inputs.

Let F; € RV*P denote the patch-token feature from tap
layer [. The adapted feature is defined as

Fy = A(F) = F + AlB), 1)

where A;(-) is a lightweight residual bottleneck adapter. Im-
portantly, the adapters are applied only after the forward
pass and do not modify the internal transformer propaga-
tion. Thus, the DINOv3 backbone remains fully frozen, and
only a lightweight feature-level correction is learned.

3.2. NAFNet Restoration Encoder

In parallel with the semantic branch, we employ a NAFNet
[4]-based encoder to extract restoration-oriented features
from the hazy input image. Unlike the DINOvV3 features,
which are semantically structured and globally informative,
the NAFNet encoder features are optimized for local recon-
struction and spatial detail recovery. These two branches
therefore provide complementary information: the DINOv3
branch contributes semantic guidance, while the NAFNet
branch provides low-level restoration features.

3.3. Semantic-to-Restoration Bridge

The central challenge of our framework is to bridge the
representational gap between high-level semantic features
and low-level restoration features. To address this issue,
we design a semantic-to-restoration bridge composed of



three steps: multi-layer semantic feature fusion, CLS-based
global prior modulation, and adaptive gating fusion.

Multi-layer semantic feature fusion. The adapted token
features from the four tap layers capture complementary se-
mantic information at different transformer depths. To in-
tegrate them, we first reshape each token sequence into a
2D feature map and project each map into a shared channel
space using a layer-specific 1 x 1 convolution. The projected
features are then concatenated along the channel dimension
and refined by stacked 3 x 3 convolutions:

Faino = ¢([¢1(E1)7¢2(E2)7w3(ﬁ}3)7w4(E4)])’ 2

where ;(+) aligns the feature of the i-th layer to a shared
embedding space, and ¢(-) denotes convolutional fusion
over the concatenated multi-level features. This produces
a unified multi-scale semantic feature map.

CLS-based global prior modulation. In addition to
dense token features, DINOv3 provides a class token that
summarizes the global image content. We transform this
token into a channel-wise modulation vector and use it to
modulate the fused semantic feature:

s = U(MLP(C))v Fdino = Fdino ©s, (3)
where c is the class token and ® denotes channel-wise mul-
tiplication with broadcasting. This operation injects global
scene context into the dense semantic representation.

Adaptive gating fusion. After semantic fusion and global
modulation, the DINOv3 feature is fused with the NAFNet
bottleneck feature through an adaptive gate. Let Fi,,; de-
note the NAFNet bottleneck feature and Fl;,o denote the
modulated semantic prior. We compute

G:U(Wn*Fnaf+Wd*Fdino)7 (4)
and obtain the fused bottleneck feature as
Ffused :GQFnaf+(1_G)®Fdino- (5)

This gate adaptively balances reconstruction-oriented evi-
dence and semantic guidance, making frozen DINOv3 fea-
tures compatible with the restoration backbone.

3.4. Bottleneck Refinement and Decoder

The fused representation still contains heterogeneous in-
formation from the semantic and restoration branches.
We therefore refine the fused bottleneck feature using
Restormer blocks [21], which consist of multi-Dconv
head transposed attention (MDTA) and gated-Dconv feed-
forward networks (GDFN), to enhance long-range context
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Figure 3. Frozen DINOv3 semantic encoder with Siamese
alignment. Intermediate token features are extracted from selected
DINOV3 layers. Adapters are applied only to the hazy branch, and
the adapted hazy features are aligned with clean-image features
using a Siamese feature loss.

interaction and adaptive feature transformation before de-
coding. The refined bottleneck feature is then progressively
upsampled by a NAFNet decoder. The decoder outputs a
residual image, which is added to the input to form the final
restored image.

3.5. Training Objective

Training is supervised at both the image and feature levels.
The final restored image is optimized using reconstruction,
frequency-domain, and edge-preservation losses, while the
adapted DINOv3 features are regularized by a Siamese se-
mantic alignment loss. The total training loss is defined as

L= A7‘ecAC'rec"")\fft‘cfft"")\edgeﬁedge"")\feat‘cfeata (6)

where L. is an £; reconstruction loss, L ¢ is a frequency-
domain consistency loss, and L.q4q4e is a Sobel-based edge
preservation loss.

Our main semantic regularization term is the Siamese
feature alignment loss, which is illustrated in Fig. 3. Dur-
ing training, the clean target image is passed through the
same frozen DINOv3 backbone without adapters, produc-
ing clean semantic features F}’ ¥ The adapted hazy features
F are then aligned with the clean features as
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Figure 4. Step-by-step visualization of the proposed nighttime haze synthesis pipeline. (a) clean nighttime image, (b) sampled flare
map, (c) flare-composited clean image, (d) estimated depth map, (e) transmission map derived from depth, (f) spatial noise map, (g) noisy
transmission used for non-uniform haze synthesis, and (h) final synthesized hazy image.

where S = {5, 11, 17,23} is the set of tap layers. This loss
encourages haze-corrupted semantic features to remain con-
sistent with the clean semantic space while preserving the
pretrained DINOvV3 representation.

3.6. Inference-time Enhancement

Our model is trained on random crops of size 512 x 512,
whereas the challenge test images have much higher res-
olution (e.g., 1800 x 1200). This train—test resolution gap
can lead to a distribution mismatch, especially when global
aggregation modules are involved. To alleviate this issue,
we apply Test-time Local Converter (TLC) [5] during infer-
ence, which makes the inference behavior more consistent
with the local statistics observed during patch-based train-
ing. In addition, we apply test-time augmentation (TTA) to
further improve prediction robustness. These techniques are
used only during inference.

3.7. Extra Dataset and Nighttime Haze Synthesis

The challenge training set is relatively limited, which makes
it difficult to learn a robust nighttime dehazing model solely
from the provided data. To improve generalization, we con-
struct an additional synthetic training set tailored to the
characteristics of nighttime haze.

A key observation is that nighttime hazy scenes often
contain strong localized light sources, whose glow and scat-
tering effects significantly influence the appearance of haze.
To reflect this property, we build a light-aware nighttime
haze synthesis pipeline based on Flare7K++ [7]. As illus-
trated in Fig. 4, we first sample a nighttime image and a
light-source image, and composite the light source onto the
nighttime image to obtain a flare-aware clean image. We
then estimate its depth map using Depth Anything V2[19]
and derive a transmission map from the estimated depth us-
ing the standard atmospheric scattering model:

I(z)

J(@)t(z)+ A1 —t(x)), (8)
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where J(x) denotes the flare-aware clean image, ¢(x) is the
transmission map, and A is the atmospheric light. To better
reflect the non-uniform nature of nighttime haze, the trans-
mission is further perturbed with spatial noise. Finally, the
hazy image is synthesized using the atmospheric scattering
model with additional grain noise. Through this process, we
generate synthetic nighttime hazy images that better match
the challenge setting, particularly in terms of localized light
sources and glow-aware haze appearance.

4. Experiments

4.1. Experimental Setup

We implement our method in Python using PyTorch and
train it on a single NVIDIA RTX PRO 6000 GPU. Train-
ing is conducted in two stages with AdamW (8; = 0.9,
B2 = 0.999) and cosine annealing learning-rate schedules.
In the first stage, the model is trained on random 512 x 512
patches with batch size 4 using both the challenge data and
the synthesized nighttime haze dataset, with the learning
rate annealed from 1 x 1074 to 1 x 1075, In the second
stage, the model is fine-tuned on challenge data only us-
ing 768 x 768 random patches with batch size 1, with the
learning rate annealed from 5 x 1076 to 1 x 1075. The loss
weights are set t0 Ao = 1.0, Agpy = 0.05, Aegge = 0.1,
and Af.q: = 0.04. The total training time is approximately
20 hours. At inference time, we use Test-time Local Con-
verter (TLC) [5]and 8-way Test-time augmentation (TTA),
and the average runtime is 5.25 seconds per image.

4.2. Synthetic Data Generation Details

For synthetic nighttime haze generation, we randomly sam-
ple a nighttime image and a light-source image from
Flare7K++ [7]. The light source is resized to 35%—65%
of its original size and composited 4-7 times in the up-
per 30% region of the image with random alpha values be-
tween 0.5 and 0.9. Depth is estimated using Depth Any-
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Figure 5. Examples from the synthesized nighttime haze dataset. The top row shows clean nighttime images used as the synthesis base,
and the bottom row shows the corresponding synthetic hazy images generated by our light-aware nighttime haze synthesis pipeline.

Method ~ PSNRf  SSIMt  LPIPS,  MUSIQ?t NIQE] FID|  Final Rank
Team A 27.880 (1) 0.905(2) 0.101(1) 60.395(12) 3.771(5) 72250 (2) 1
Team B 27.440 (2) 0.906 (1) 0.110(4) 63.264(7) 3.990(12) 64.731 (1) 2
Ours 27.300(3) 0903 (3) 0.109(3) 64.051 (3) 3.680(3) 74.466 (3) 3
Team C  26.843 (4) 0.897 (4) 0.106(2) 64.542(2) 3.644 (1) 90.653 (7) 4
TeamD 26.626 (5) 0.893(5) 0.117(6) 65.253(1)  3.951(7) 86.058 (4) 5

Table 1. Anonymized top-5 leaderboard results on the NTIRE 2026 Nighttime Dehazing Challenge benchmark. Numbers in paren-
theses denote the rank of each method under the corresponding metric among all 21 participating teams. For blind review, all competing
team identities are anonymized, and the row corresponding to our method is highlighted in gray. The best result for each metric is shown

in bold, and the second-best result is underlined.

thing V2-Small [19], and the transmission is computed as
t(z) = exp(—pd(x)) with 5 € [2.5,5.0], followed by ad-
ditional base fog and 4-octave Perlin noise for non-uniform
haze. Atmospheric light intensity is sampled from 0.65 to
0.95 and adjusted according to the dominant color of the
inserted light source. Finally, grain noise with standard de-
viation 0.005-0.015 is added. Examples of the synthesized
data are shown in Fig. 5.

4.3. Nighttime Image Dehazing Challenge dataset

We evaluate our method on the NTIRE 2026 Nighttime Im-
age Dehazing Challenge dataset [2]. The dataset consists
of indoor nighttime hazy scenes containing dense localized
light sources, such as small decorative bulbs arranged in se-
ries, which induce strong glow and scattering effects. These
characteristics make the benchmark particularly challeng-
ing, as the model must remove haze while preserving fine
structures and handling several small bright light sources.
The dataset provides 25 paired training images, 5 paired
validation images, and 5 test images, all at a resolution of
1800 x 1200. The validation and test sets share similar in-
door nighttime haze characteristics with the training set, in-
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cluding dense small light sources and strong glow effects.

4.4. Main Challenge Results

Table | reports the anonymized top-5 leaderboard results
on the NTIRE 2026 Nighttime Dehazing Challenge bench-
mark [3]. The benchmark evaluates restoration quality us-
ing both distortion-based and perceptual metrics. Specifi-
cally, PSNR and SSIM [17] measure pixel-level reconstruc-
tion fidelity and structural similarity, respectively, while
LPIPS [23] evaluates perceptual similarity. NIQE [15] and
MUSIQ [9] assess perceptual naturalness and image qual-
ity without reference, and FID [8] measures distributional
similarity in feature space.

Our method achieved a final rank of 3rd overall under
the official challenge evaluation protocol. Notably, while
some competing methods perform better on individual met-
rics, our approach maintains consistently competitive ranks
across all reported criteria among all 21 participating teams.
In particular, our method does not exhibit a severe drop
on any single metric, suggesting that it achieves a well-
balanced trade-off between reconstruction fidelity, percep-
tual quality, and visual naturalness.
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Figure 6. Qualitative cumulative ablation results on the validation set. Each row shows one validation sample, and the columns cor-
respond to Input, NAFNet, + DINOv3, + Siamese alignment, + Restormer-based refinement, and + fine-tuning with 768 x 768 patches,
respectively. As more components are progressively added, the restored results exhibit clearer haze removal, improved structure preserva-
tion, and better handling of localized light sources and glow.

We believe this balanced performance is closely related Stage Configuration PSNR?
to the proposed design. By explicitly integrating DINOv3

. . . . R 1 NAFNet (w/o extra data) 24.93

semantic priors into a low-level restoration pipeline, the
. . . . 1 NAFNet (+ extra data) 25.04

proposed framework improves restoration quality without
... . . 1 + DINOvV3 encoder 27.38

over-optimizing for only one aspect of image quality. These . .

. . . 1 + Siamese alignment 27.93

results support the effectiveness of our semantic-guided
1 + Restormer-based Refinement 28.26

nighttime dehazing framework in the challenge setting.
2 + Fine-tuning with 768 x 768 patch ~ 28.74

4.5. Ablation Study

We conduct ablation studies on an internal hold-out split
constructed from the training set. Specifically, images #1- from the NAFNet [4] baseline. Stage 1 uses 512 x 512 random
20 are used for training, while images #21-25 are excluded patches, while Stage 2 further fine-tunes the full model using
from training and used only for PSNR evaluation. Table 2 768 x 768 random patches.
presents a cumulative ablation study under this setting.

In Stage 1, starting from the NAFNet baseline, adding

Table 2. Cumulative ablation study on an internal hold-out
split. We progressively add the proposed components starting

the synthesized nighttime haze dataset yields a modest gain. gesting that semantically enriched bottleneck features ben-
Introducing the DINOv3 semantic branch brings a substan- efit from additional global refinement.

tial improvement, confirming that high-level semantic pri- In Stage 2, we further fine-tune the full model using
ors are beneficial for nighttime dehazing. Adding Siamese larger 768 x 768 random patches, which provides the best
alignment further improves PSNR, indicating that aligning result. This suggests that higher-resolution adaptation is im-
degraded semantic features with clean-image representa- portant for the target nighttime dehazing setting.

tions helps stabilize semantic guidance. Applying the pro- Fig. 6 shows qualitative cumulative ablation results on
posed Restormer-based refinement yields another gain, sug- five validation samples. Starting from the NAFNet baseline,
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Figure 7. Qualitative effect of inference-time enhancement. Each row shows one challenge test sample, and the columns correspond to
Input, NAFNet, Ours(Stage-2), + TLC, and + TLC + TTA, respectively. Compared with the NAFNet baseline, the proposed Stage-2 model
produces clearer dehazing results and better preserves scene structure. Applying TLC improves consistency under full-resolution inference,
while the additional use of TTA produces the most visually stable and refined results.

progressively adding the proposed components consistently
improves visual quality. In particular, introducing the DI-
NOvV3 branch leads to better scene consistency and more
faithful recovery of semantically meaningful structures.
Adding Siamese alignment further stabilizes the restoration
results, especially in regions affected by severe haze and
glow. The proposed Restormer-based refinement produces
cleaner and more coherent outputs, while the final Stage-2
fine-tuning with larger 768 x 768 patches further improves
overall sharpness and visual realism. Overall, the qualita-
tive results are consistent with the quantitative gains in Ta-
ble 2, showing that the proposed components progressively
enhance nighttime dehazing quality.

4.5.1. Inference-time Enhancement

Fig. 7 illustrates the effect of inference-time enhancement
on challenge test images. Compared with the NAFNet [4]
baseline, the proposed Stage-2 model already produces
clearer dehazing results and better restores challenging
nighttime structures. Applying Test-time Local Converter
(TLC) [5] further improves restoration consistency under
full-resolution inference by reducing the discrepancy be-
tween patch-based training and large-resolution testing. Fi-
nally, adding test-time augmentation (TTA) on top of TLC
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yields the most visually stable results, with cleaner haze re-
moval and more coherent overall appearance.

5. Conclusion

In this paper, we presented a semantic-guided framework
for nighttime image dehazing that incorporates high-level
priors from a frozen DINOv3 backbone into a low-level
restoration pipeline. Our core idea was to explicitly address
the representational gap between semantically rich foun-
dation features and reconstruction-oriented restoration fea-
tures. To this end, we developed a semantic-guided integra-
tion framework that makes foundation features compatible
with a reconstruction-oriented nighttime dehazing pipeline.

Built upon these components, the proposed framework
preserves the strengths of established low-level restora-
tion models while benefiting from semantically informed
guidance. We further improved robustness under the chal-
lenge setting through a light-aware synthetic nighttime haze
dataset and inference-time enhancement strategies. Experi-
mental results on the NTIRE 2026 Nighttime Image De-
hazing Challenge benchmark demonstrated that the pro-
posed method achieves strong and well-balanced perfor-
mance across multiple evaluation metrics.
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